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Abstract. Sentence compression produces a shorter sentence by remov-
ing redundant information, preserving the grammaticality and the im-
portant content. We propose an improvement to current neural deletion
systems. These systems output a binary sequence of labels for an input
sentence: one indicates that the token from the source sentence remains
in the compression, whereas zero indicates that the token should be re-
moved. Our main improvement is the use of a Conditional Random Field
as final layer, which benefits the decoding of the best global sequence of
labels for a given input. In addition, we also evaluate the incorporation of
syntactic features, which can improve grammaticality. Finally, this task
is extended into a cross-lingual setting where the models are evaluated
on English and Portuguese. The proposed architecture achieves better
than or equal results to the current state-of-the-art systems, validating
that the model benefits from the modification in both languages.

Keywords: Sentence Compression · Deep Neural Networks · Cross-
lingual.

1 Introduction

Sentence compression is a Natural Language Processing (NLP) task that returns
a shorter version of a sentence, maintaining its readability and the most impor-
tant information. Sentence compression systems can be applied, for example, in
news digests, subtitle generation, and automatic summarization systems.

A compression system is often formulated as deletion-based, which indicates
that the output is a sequence of labels, namely zeros and ones, representing
if a token should be deleted or not from the source sentence. This approach
is often called extractive sentence compression and it will be the focus of this
work. These type of systems are mostly used in a monolingual setting because
each language has its grammatical rules and it may be difficult to generate
readable sentences across languages. Developing a method that performs well
across languages is a challenge. This challenge can be addressed by learning
cross-lingual representations that project different languages into a shared space.
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Tree-based methods are often used to sentence compression: a sentence is
parsed by a dependency parser and the process of compression is done by remov-
ing dependency edges from the parse tree. Although this approach often works,
if a sentence is ambiguous and have multiple possible parses, the compression
can lead to grammatical errors. Thus, instead of using the parse tree as output,
the former systems prefer to use it a feature. Another popular approach is to
formulate sentence compression as an Integer Linear Programming (ILP) prob-
lem using dependency trees features as constraints in addition to other linguistic
features to ensure the grammaticality of the output [4]. Recent work focus on
deep neural networks, which, even without any linguist features, generate com-
pressions grammatically correct [7]. The incorporation of syntactic features has
been shown to improve these models [23].

In this paper, the proposed architecture uses a combination of a bi-directional
Long Short-Term Memory (BiLSTM) with a Conditional Random Field (CRF)
as final layer, which finds globally the best label sequence, instead of a softmax
layer used by the current systems [7, 23]. In addition, we evaluate the proposed
model in a cross-lingual setting using English and Portuguese. We do not rely
on a parallel corpus to learn the cross-lingual word embeddings. Instead, we fol-
low the work of Conneau et al. [5] that build a synthetic bilingual dictionary
and learns a mapping from a source to a target space to learn the cross-lingual
embeddings. Our models are evaluated on the same sentence pairs used by the
previous work [7, 23], achieving similar results or better. In addition, we want to
research the following question: is it relevant to incorporate syntactic features
across models? While models with syntactic features had achieved competitive
results in a monolingual setting, we demonstrate, when evaluating on Portuguese
data, that the model does not benefit from the incorporation of syntactic fea-
tures. However, both languages benefit from the use of a CRF as the last layer.

The structure of the paper is as follows. First, in Section 2, we describe the
related work. In Section 3, we introduce our proposed method. In Section 4, we
describe our experiments and summarize the results, and in Section 5, we state
our conclusions and discuss future work.

2 Related Work

Early work on this task relies heavily on syntactic trees. Knight and Marcu [14]
propose two alternative methods: a probabilistic noisy-channel model and a
deterministic decision-based, both using syntactic parse trees. McDonald [16]
presents a discriminative large-margin learning framework, which makes use of
a large set of syntactic features as soft evidence in their model. Clarke and La-
pata [4] formulate sentence compression as an optimization problem and solve
it using ILP. The objective function includes a word importance score and a
trigram language model score. In order to assure the grammaticality of the out-
put, some linguistic constraints are included. Filipova and Strube [9] present an
unsupervised approach that relies on a dependency tree. A sentence is parsed by
a dependency parser, which is then transformed in order to guarantee grammati-
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cality when pruning. The compression task is formulated as an ILP problem and
the best sub-tree is the one with highest score given by the objective function. Fi-
nally, the words of the compressed sentence are presented in the same order as the
source sentence. Filipova and Altun [8] use previous work [9] to create a compres-
sion corpus of about two hundred thousand instances of sentence-compression
pairs. Moreover, they also improve the compression method by adding structured
prediction based on lexical, syntactic, and other types of features. A joint frame-
work is also proposed by Berg-Kirkpatrick et al. [3] and Almeida and Martins [2],
where they use sentence compression for multi-document summarization. Their
model jointly extracts and compresses sentences using an ILP approach.

Recent work focus on neural network models. Filipova et al. [7] propose a
deletion-based Long Short-Term Memory (LSTM) model which outputs readable
and informative compressions without any linguistic features. Wang et al. [23]
expand the latter architecture by using a BiLSTM which allows to capture con-
textual information of a sequence in both directions. Moreover, they propose two
alternatives to compress sentences: to incorporate syntactic information in order
to use this model in a cross-domain setting and to introduce syntactic constraints
through ILP making the model more robust across different domains.

Ive and Yvon [12] propose to extend the task to a bilingual context, using two
alternative methods: dynamic programming and ILP. Their goal was to generate
parallel compressions of parallel sentences. Cross-lingual systems need to perform
well across languages which is always a challenge. One way to tackle this problem
is by projecting the word embeddings of each language to a common space.
There are various models for learning cross-lingual representations [21]. The
approach that we follow is the monolingual mapping which consists in training
monolingual word embeddings on a large monolingual corpora and then learn a
linear mapping from a source to a target space. Conneau et al. [5] leverage on
adversarial training to learn this mapping and also contribute with a bilingual
synthetic dictionary that results from the shared embedding space.

Deletion-based sentence compression can be considered a sequence labeling
problem such as named entity recognition (NER) and part-of-speech (POS) tag-
ging. State-of-the-art sequence labeling systems leverage on neural networks ar-
chitectures. The combination of a BiLSTM with a CRF produced the most
promising results among different architectures [11, 15, 20] for the above men-
tioned tasks. In this work, we extend the sentence compression task into a cross-
lingual setting without parallel data. Instead of using softmax as final output [7,
23] we focus on the same architecture applied in other sequence labeling tasks
which is a combination of a BiLSTM with a CRF classifier as the final layer.

3 Sentence Compression

Inspired by the work of Filipova et al [7], we also consider the task of sentence
compression a deletion-based problem. The output of a system is a sequence
of binary labels which represents if a word is deleted or not from the original
sentence. In addition, we extend our approach for a cross-lingual setting where
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we use English and Portuguese datasets to evaluate our model. We propose an
architecture based on a combination of two stacked BiLSTMs followed by a CRF
classifier as the last layer, whereas previous work [7, 23] use softmax as the output
layer. The use of a CRF as the output layer has achieved state-of-art results [20]
in other sequence labeling tasks, such as POS and NER [11, 15]. Sequence label-
ing tasks benefit from the use of BiLSTMs [6], since they process information
from past and future into two hidden states which are concatenated to form
the final output. The use of a CRF as final layer helps to guarantee that the
sequence of labels is globally consistent, jointly decoding the best chain of labels
for a certain input. Consider an input sequence of words as s = (w0, w1, . . . , wn).
Each wi belongs to a vocabulary, wi ∈ V , which contains English and Portuguese
words. Since the output is a shorter or equal length sequence, there are words in
s that may be deleted, thus the compressed sentence is represented by a sequence
of binary labels y = (y0, y1, . . . , yn), where yi ∈ 0, 1 (yi = 0 represents a token
that should be deleted from the original sequence and yi = 1 indicates that the
token remains). We use 80 tokens as the input sequence maximum length. Each
wi is mapped to a 300-dimension pre-trained embedding. We use fastText em-
beddings [17]: each word is represented by a sum of representations of character
n-grams, allowing a better representation of misspelled and rare words.

For cross-lingual systems, learning cross-lingual embeddings is essential to
represent different languages in a shared space. In this way, words from dif-
ferent languages but meaning the same are close to each other. We rely on a
bilingual dictionary of Portuguese-English pairs that was released by Conneau
et al. [5], aligning monolingual word embedding spaces in an unsupervised way.
The cross-lingual embeddings are learned using a method that leverages adver-
sarial training to learn a linear mapping from a source to a target space [5].
These embeddings are fed into a BiLSTM, one at a time, processing a sequence
from left to right and in reverse, capturing contextual information from both
directions. The hidden vectors go through a dropout layer to prevent overfit-
ting [22] and are fed into another BiLSTM. The concatenated output of the last
BiLSTM is mapped with a dense layer and then a linear-chain CRF maximizes
the best sequence of labels for each input sequence, as shown in Figure 1.

On sequence labeling tasks such as POS tagging and NER [11, 15], this ar-
chitecture has achieved state-of-art results [20]. The incorporation of syntactic
features into neural network models has shown improvements [7, 23]. Consider-
ing the set of Universal POS tags illustrated on Table 1, we used the spaCy1

parser [10] to POS tag each input sentence, which has an embedding vector as-
sociated that needs to be learned during training. For each sequence, it is also
performed dependency parsing. Each word is replaced by the dependency rela-
tion connecting to its head. During the training, the weights of this embedding
are learned. We also experimented different combinations between these features:
Word + POS embeddings; Word + POS + Dependency relation embeddings;
Word + POS + Parent word + POS parent embeddings; and, Word + POS +
Parent word + POS parent + Dependency relation embeddings.

1https://spacy.io/
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Fig. 1. Architecture of the network.

Table 1. Universal POS tags.

Open-class words Closed-class words Other

ADJ
ADV
INTJ

NOUN
PROPN
VERB

ADP
AUX

CCONJ
DET
NUM
PART
PRON
SCONJ

PUNCT
SYM

X

4 Experimental Evaluation

In this section, we describe the datasets used, and summarize the results.

4.1 Data

The English dataset was publicly1 released by Filipova and Altun [8]. It con-
tains 200,000 sentence compression pairs for training and 10,000 sentence pairs
for testing. A pre-processing step was applied before using the raw data. Some

1https://github.com/google-research-datasets/sentence-compression
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sentence pairs were removed from the training set, because there were compres-
sions which contained words that were not in the same order as in the original
sentence. The numbers were replaced by a special NUMB token and a word
embedding is assigned to it. In addition, tokens not found in the vocabulary of
the pre-trained embeddings are replaced by an UNK token.

The Portuguese dataset was publicly1 released by Almeida et al. [1]. This cor-
pus contains 801 documents split in 80 topics. Each topic has two human-made
summaries of about 100 words which were built performing only sentence and
word deletion. Although created for multi-document summarization, following
some ideas of Nóbrega and Pardo [19] is possible to transform it for the sentence
compression task. Considering that each human-made summary is a document
composed by several sentences, each sentence is compressed using word deletion
from the source documents. In order to create sentence compression pairs some
heuristics were followed: a compressed sentence must be smaller or equal length
in respect to the original sentence; the compression must be a sub-sequence of
words from the source sentence; the words present in the compression sentence
must be in the same order. After applying these rules, a new sentence compres-
sion dataset was created with 799 sentence compression pairs.

4.2 Automatic Evaluation

The system was evaluated by taking the first 1,000 sentences pairs from the
English test set, following the same practise as Filipova et al. [7] and Wang
et al. [23]. We compare our approaches with the current neural deletion-based
baselines that were evaluated on the same data set:

– LSTM: This is the basic model of Filipova et al. [7] using a sequence to
sequence paradigm. In short, the architecture of the network is based on
three stacked LSTM layers with a softmax output layer;

– LSTM+: Filipova et al. [7] propose a version of their model which uses the
same architecture but the input concatenates the current word embedding,
parent word embedding of the current word in the dependency tree, and
three bits indicating if the parent word has been seen in the compression;

– BiLSTM: In this setting, Wang et al. [23] use as base model an architecture
of three-layered BiLSTM with a softmax as the last input layer;

– BiLSTM+SynFeat: Wang et al. [23] also propose an advanced version where
they incorporate syntactic features into their model. In the input layer, they
combine word, POS, and dependency embeddings into a single vector.

We consider four metrics for automatic evaluation: per-sentence accuracy,
word-based F1-score, compression rate, and accuracy. The first represents the
percentage of compressions that were fully reproduced; the second computes the
recall and precision in terms of tokens kept in the reference and the generated
compression; compression rate is the number of characters in the compression

1Available at http://labs.priberam.pt/Resources/PCSC.aspx
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divided by the number of characters in the original sentence; finally, accuracy is
defined as the percentage of total tokens correct in the compression.

The word embeddings used were the 300-dimension fastText pre-trained em-
beddings [18]. The POS and dependency embeddings have a 10-dimensional
and a 40-dimensional vector, respectively, and their weights are updated dur-
ing training. The main architecture has two stacked BiLSTM interleaved with a
dropout [22] layer whose value is 0.2. We defined the value 80 as maximum for
an input sequence.

The model was trained, with early stopping, using Adam [13] as optimizer,
with a learning rate initialized as 0.001, and a batch size of 32. The dimension of
the hidden-layers of BiLSTM is 200. The majority of the parameters above were
selected based on the work of Reimers and Gurevych [20], which describes the
best parameters to achieve a good performance on sequence labeling tasks. Before
evaluating the previous model on Portuguese, due to the small data set it was
re-trained using a strategy of 5-fold cross validation with the same architecture
and parameters.

The architecture of the model LSTM+Softmax consists in two stacked LSTM
with a softmax classifier as the last layer. For the next model, BiLSTM+Softmax,
we just replaced the LSTM with a BiLSTM keeping the same structure. BiL-
STM+CRF model uses a combination of a BiLSTM with a CRF classifier as
the last layer. The previous models use only word embeddings as input. The
set of features that achieved the best results was composed by word, POS, and
dependency relation embeddings, which resulted in the following model: BiL-
STM+CRF+SynFeat. The results of the automatic evaluation on the Google
News dataset are reported in Table 2.

Table 2. Automatic evaluation of the systems on the Google News data set.

Word
F1

Per-sentence
Accuracy

Accuracy
Compression

Ratio

LSTM ([7]) 0.8 0.3 - 0.39
LSTM+PAR+PRES ([7]) 0.82 0.34 - 0.38
BiLSTM ([23]) 0.75 - 0.76 0.43
BiLSTM+SynFeat ([23]) 0.8 - 0.82 0.43

LSTM+Softmax 0.79 0.16 0.83 0.41
BiLSTM+Softmax 0.83 0.25 0.86 0.39

BiLSTM+CRF 0.83 0.29 0.86 0.40
BiLSTM+CRF+SynFeat 0.84 0.31 0.87 0.41

The previous models were also evaluated on the Portuguese dataset, which
contains 799 sentence compression pairs. Due to the size of the data, the re-
training of the model in this language uses a 5-fold cross validation. The Por-
tuguese and English embeddings were projected into a shared space, making
it possible to use in Portuguese the previously trained models on the English
dataset. The results are reported in Table 3.
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Table 3. Automatic evaluation of the models on the Portuguese dataset.

Word
F1

Per-Sentence
Accuracy

Accuracy
Compression

Ratio

BiLSTM+Softmax 0.73 0.07 0.73 0.57
BiLSTM+CRF 0.75 0.19 0.74 0.57
BiLSTM+CRF+SynFeat 0.7 0.11 0.7 0.57

4.3 Discussion

When evaluating the proposed architecture, BiLSTM+CRF, on English, even
the model with no syntactic features outperforms the current neural deletion
sentence compression systems in terms of word-based f1 score and accuracy. Al-
though the incorporation of syntactic features could lead to a better performance
of the model by capturing grammatical relations, the results are not markedly
better. Some compressions predicted by our model can be seen at Table 4.

Table 4. Sentences and compressions from the English data set. S: Input. G: Ground
truth. P: Compressed sentences predicted by BiLSTM+CRF+SynFeat model.

S: In response to a question from NDP Treasury Board critic, Mathieu Ravignat on
Tuesday, Clement told the House of Commons Tuesday that contracting out govern-
ment services reduces costs.
G: Clement told the House of Commons Tuesday that contracting out government
services reduces costs.
P: Contracting out government services reduces costs.

S: Floyd Mayweather is open to fighting Amir Khan in the future, despite snubbing the
Bolton-born boxer in favour of a May bout with Argentine Marcos Maidana, according
to promoters Golden Boy.”
G: Floyd Mayweather is open to fighting Amir Khan in the future.
P: Floyd Mayweather is open to fighting Amir Khan.

S: Studies and surveys have found that men and women dream differently.
G: Men and women dream.
P: Men and women dream differently.

S: Interethnic relations are not a field for political games, Kazakhstan’s President
Nursultan Nazarbayev declared in his speech at the Assembly of People of Kazakhstan,
Tengrinews reports.
G: Interethnic relations are not a field for political games.
P: Interethnic relations are not a field for political games.

Even though the majority of compressions seems to be grammatically correct,
there are some examples in which the model decides to remove all the words from
the source sentence. This might happen because there is not any constraint to
ensure a minimum size. Although the word-based f1 score is better, the per-
sentence accuracy metric was not better or equal: we think this is due to the size
of the training dataset. While Filipova et al. [7] trained with about 2,000,000
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sentence compression pairs, the training of our models were made with 200,000
instances, leading to an inferior result on this metric.

Since the Portuguese dataset was developed in this work, there are not pre-
vious models to which we can compare our results. However, it is possible to
verify that the models with a CRF layers benefit when fully reproducing the
compressions on the test set. It is interesting to verify that the model which per-
forms better is the one without any syntactic features. Although previous work
reports, in most cases, better performances using syntactic features, here we can
verify that across models there is no benefit in adding these type of features.
One of the reasons could be the size of training data, which did not allow the
model to capture some important grammatical rules when compressing.

The results achieved demonstrated that this task benefits from the use of the
CRF classifier as the last layer. The ability to decode the best global sequence
of labels taking into account the correlations between labels allows to output a
better compression on both languages.

5 Conclusions and Future Work

We propose a different neural architecture for sentence compression and evalute
it in a cross-lingual setting. We show that the current neural deletion sentence
compression systems benefit from the use a CRF classifier. The proposed ar-
chitecture achieves better or close results when compared to the current neural
deletion approaches. Although the incorporation of syntactic features improved
the architecture, the results are not significant better than the base model with
only word embeddings. Across languages, the proposed architecture also shows
a better performance than baseline models. However, it is interesting to verify
that the inclusion of syntactic features has a negative impact on the Portuguese
results. This could be due to the size of the dataset which did not enable the
model to learn enough syntactic information.

In the future, it would be interesting to modify the method proposed by
Filipova and Altun [8] to build a larger corpus of sentence compression pairs
in Portuguese. Furthermore, the use of a larger corpus for the English language
may increase the performance of the per-sentence accuracy metric, generating
more readable and comprehensible compressions. One way to improve the pre-
diction of the neural compression system, and avoid the problem of sentences
with all the words removed, would be the use of an auxiliary loss function which
would take into account the size of each sentence. This function could help the
grammaticality of a compression.

References

1. Almeida, M., Almeida, M.S., Martins, A., Figueira, H., Mendes, P., Pinto, C.:
Priberam Compressive Summarization Corpus: A New Multi-Document Summa-
rization Corpus for European Portuguese. In: Proceedings of the 9th International
Conference on Language Resources and Evaluation. pp. 146–152 (2014)



10 Frederico Rodrigues et al.

2. Almeida, M., Martins, A.: Fast and Robust Compressive Summarization with Dual
Decomposition and Multi-Task Learning. In: Proc. of the 51st Annual Meeting of
the ACL. pp. 196–206 (2013)

3. Berg-Kirkpatrick, T., Gillick, D., Klein, D.: Jointly Learning to Extract and Com-
press. In: Proceedings of the 49th Annual Meeting of the ACL. pp. 481–490 (2011)

4. Clarke, J., Lapata, M.: Global Inference for Sentence Compression: An Integer
Linear Programming Approach. Journal of Artificial Intelligence Research 31, 399–
429 (2008)

5. Conneau, A., Lample, G., Ranzato, M., Denoyer, L., Jégou, H.: Word Translation
Without Parallel Data. arXiv:1710.04087 (2017)

6. Dyer, C., Ballesteros, M., Ling, W., Matthews, A., Smith, N.A.: Transition-Based
Dependency Parsing with Stack Long Short-Term Memory. In: Proceedings of the
53rd Annual Meeting of the Association for Computational Linguistics (2015)

7. Filippova, K., Alfonseca, E., Colmenares, C.A., Kaiser, L., Vinyals, O.: Sentence
Compression by Deletion with LSTMs. In: Proceedings of the Conference on Em-
pirical Methods in Natural Language Processing (2015)

8. Filippova, K., Altun, Y.: Overcoming the Lack of Parallel Data in Sentence Com-
pression. In: Proceedings of the 2013 Conference on Empirical Methods in Natural
Language Processing. pp. 1481–1491 (2013)

9. Filippova, K., Strube, M.: Dependency Tree based Sentence Compression. In: Pro-
ceedings of the Fifth International Natural Language Generation Conference. pp.
25–32. Association for Computational Linguistics (2008)

10. Honnibal, M., Johnson, M.: An Improved Non-monotonic Transition System for
Dependency Parsing. In: Proceedings of the 2015 Conference on Empirical Methods
in Natural Language Processing. pp. 1373–1378. Association for Computational
Linguistics (2015)

11. Huang, Z., Xu, W., Yu, K.: Bidirectional LSTM-CRF models for Sequence Tagging.
arXiv:1508.01991 (2015)

12. Ive, J., Yvon, F.: Parallel Sentence Compression. In: Proceedings of COLING 2016:
Technical Papers. pp. 1503–1513 (2016)

13. Kingma, D.P., Ba, J.: Adam: A Method for Stochastic Optimization. Procedings
of the International Conference on Learning Representations (2015)

14. Knight, K., Marcu, D.: Statistics-based summarization - step one: Sentence com-
pression. In: Proc. of the Seventeenth National Conference on Artificial Intelligence
and Twelfth Conference on Innovative Applications of Artificial Intelligence. pp.
703–710. Association for the Advancement of Artificial Intelligence Press (2000)

15. Ma, X., Hovy, E.: End-to-end Sequence Labeling via Bi-directional LSTM-CNNs-
CRF. In: Proc. of the 54th Annual Meeting of the ACL. pp. 1064–1074 (2016)

16. McDonald, R.: Discriminative Sentence Compression with Soft Syntactic Evidence.
In: 11th Conference of the European Chapter of the ACL (2006)

17. Mikolov, T., Grave, E., Bojanowski, P., Puhrsch, C., Joulin, A.: Advances in Pre-
Training Distributed Word Representations. arXiv:1712.09405 (2017)

18. Mikolov, T., Grave, E., Bojanowski, P., Puhrsch, C., Joulin, A.: Advances in pre-
training distributed word representations. In: Proceedings of the International Con-
ference on Language Resources and Evaluation (LREC 2018) (2018)
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